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Previous Lectures

2
https://safari.ethz.ch/projects_and_seminars/spring2022/doku.php
?id=genome_seq_mobile

https://safari.ethz.ch/projects_and_seminars/spring2022/doku.php?id=genome_seq_mobile


Goal: Minimizing Alignment Time

Sequence Alignment is expensive

Our goal is to accelerate read mapping 
by reducing the need for 

dynamic programming algorithms
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Key Idea
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Genomic Strings

Similar 
Strings

Dissimilar 
Strings

Find number, location, and 
type of differences?

Ignore them if the number 
of differences exceeds a 

threshold.

EXPE
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1. Filter out most of incorrect mappings.
2. Preserve all correct mappings.
3. Do it quickly.

Ideal Filtering Algorithm 
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Step 2

Query 
the 

Index

Step 3

Read 
Alignment



SneakySnake
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n Key observation:
q Correct alignment is a sequence of non-overlapping long matches. 

Dot plot, dot matrix 
(Lipman and Pearson, 1985)



SneakySnake
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n Key observation:
q Correct alignment is a sequence of non-overlapping long matches 

n Key idea:
q Approximate edit distance calculation is similar to Single Net 

Routing problem in VLSI chip
VLSI chip layout



SneakySnake Walkthrough
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Building Neighborhood Map Finding the Optimal Routing Path Examining the Snake Survival

E = 3



SneakySnake Walkthrough
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Building Neighborhood Map Finding the Optimal Routing Path Examining the Snake Survival

E = 3
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SneakySnake Walkthrough
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Building Neighborhood Map Finding the Optimal Routing Path Examining the Snake Survival
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SneakySnake Walkthrough
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Building Neighborhood Map Finding the Routing Travel Path Examining the Snake Survival

This is what you actually need to build
and it can be done on-the-fly!
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FPGA Resource Analysis

n FPGA resource usage for a single filtering unit of GateKeeper, 
Shouji, and Snake-on-Chip for a sequence length of 100 and 
under different edit distance thresholds (E).
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Pre-alignment rejected mapping percentage and speed compared to alignment step

Total processing time without pre-alignment (sec)

The Effect of Pre-Alignment (Theoretically)
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Filter+
Alignment

Target

Pre-alignment saves more than 

40% to 80% 
of the total processing time



Filtering Accuracy
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Alser, "Accelerating the Understanding of Life's Code Through Better Algorithms and 
Hardware Design”, arXiv preprint arXiv:1910.03936, 2019.

https://arxiv.org/abs/1910.03936


Long Read Mapping (SneakySnake vs Parasail)
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10K bp reads                      100K bp reads



Long Read Mapping (SneakySnake vs KSW2)
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10K bp reads                      100K bp reads



Key Results of SneakySnake
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q SneakySnake is up to four orders of magnitude more accurate 
than Shouji (Bioinformatics’19) and GateKeeper (Bioinformatics’17)

q Using short reads, SneakySnake accelerates Edlib
(Bioinformatics’17) and Parasail (BMC Bioinformatics’16) by
n up to 37.7× and 43.9× (>12× on average), on CPUs 
n up to 413× and 689× (>400× on average) with FPGA/GPU 

acceleration

q Using long reads, SneakySnake accelerates Parasail and KSW2 by 
140.1× and 17.1× on average, respectively, on CPUs



Can We Do Better?

Alleviating
Data Movement

Bottlenecks
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Read Mapping & Filtering in Memory

We need to design 
mapping & filtering algorithms 
that fit processing-in-memory

19



Near-memory Pre-alignment Filtering
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Gagandeep Singh, Mohammed Alser, Damla Senol Cali, Dionysios Diamantopoulos, 
Juan Gomez-Luna, Henk Corporaal, Onur Mutlu,
“FPGA-Based Near-Memory Acceleration of Modern Data-Intensive 
Applications“
IEEE Micro, 2021.
[Source Code]

https://arxiv.org/pdf/2106.06433.pdf
https://github.com/CMU-SAFARI/SneakySnake/tree/master/SneakySnake-HLS-HBM


Near-memory SneakySnake
n Problem: Read Mapping is heavily bottlenecked by data 

movement from main memory

n Solution: Perform read mapping near where data resides (i.e., 
near-memory)

n We carefully redesigned the accelerator logic of SneakySnake 
to exploit near-memory computation capability on modern 
FPGA boards with high-bandwidth memory

21



Heterogeneous System: CPU+FPGA
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POWER9 AC922

HBM-based AD9H7 board 

CAPI2

Source: AlphaData

Source: IBM

Source: AlphaData

DDR4-based AD9V3 board

We evaluate two POWER9+FPGA systems:
1. HBM-based AD9H7 board: Xilinx Virtex Ultrascale+™ XCVU37P-2
2. DDR4-based AD9V3 board: Xilinx Virtex Ultrascale+™ XCVU3P-2

FPGA + HBM on the same package substrate



Key Results of Near-memory SneakySnake
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Near-memory pre-alignment filtering improves performance
and energy efficiency by 27.4× and 133×, respectively, 
over a 16-core (64 hardware threads) IBM POWER9 CPU



Near-memory Pre-alignment Filtering
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Gagandeep Singh, Mohammed Alser, Damla Senol Cali, Dionysios Diamantopoulos, 
Juan Gomez-Luna, Henk Corporaal, Onur Mutlu,
“FPGA-Based Near-Memory Acceleration of Modern Data-Intensive 
Applications“
IEEE Micro, 2021.
[Source Code]

https://arxiv.org/pdf/2106.06433.pdf
https://github.com/CMU-SAFARI/SneakySnake/tree/master/SneakySnake-HLS-HBM


More on SneakySnake [Bioinformatics 2020]
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Mohammed Alser, Taha Shahroodi, Juan-Gomez Luna, Can Alkan, and Onur Mutlu,
"SneakySnake: A Fast and Accurate Universal Genome Pre-Alignment 
Filter for CPUs, GPUs, and FPGAs"
Bioinformatics, 2020.
[Source Code]
[Online link at Bioinformatics Journal]

https://people.inf.ethz.ch/omutlu/pub/SneakySnake_UniversalGenomePrealignmentFilter_bioinformatics20.pdf
http://bioinformatics.oxfordjournals.org/
https://github.com/CMU-SAFARI/SneakySnake
https://doi.org/10.1093/bioinformatics/btaa1015


NVIDIA H100 (2022)
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NVIDIA is claiming a 7x improvement in dynamic programming 
algorithm (DPX instructions) performance on a single H100 
versus naïve execution on an A100.

https://www.nvidia.com/en-us/data-center/h100/

https://www.nvidia.com/en-us/data-center/h100/


UPMEM Processing-in-DRAM Engine (2019)

27

n Processing in DRAM Engine 
n Includes standard DIMM modules, with a large 

number of DPU processors combined with DRAM chips.

n Replaces standard DIMMs
q DDR4 R-DIMM modules

n 8GB+128 DPUs (16 PIM chips)
n Standard 2x-nm DRAM process

q Large amounts of compute & memory bandwidth

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/

Onur Mutlu, Computer Architecture Lecture 2b, Fall 2019, ETH Zurich

https://www.anandtech.com/show/14750/hot-chips-31-analysis-inmemory-processing-by-upmem
https://www.upmem.com/video-upmem-presenting-its-true-processing-in-memory-solution-hot-chips-2019/
https://safari.ethz.ch/architecture/fall2019/lib/exe/fetch.php?media=onur-comparch-fall2019-lecture2b-courselogistics-afterlecture.pdf


Key Conclusion

Most speedup comes from 

parallelism enabled by 

novel architectures and algorithms
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Near-memory Pre-alignment Filtering
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Mohammed Alser, Zülal Bingöl, Damla Senol Cali, Jeremie Kim, Saugata Ghose,
Can Alkan, Onur Mutlu
“Accelerating Genome Analysis: A Primer on an Ongoing Journey” 
IEEE Micro, August 2020.

https://arxiv.org/pdf/2008.00961.pdf


Read Mapping in 111 pages! 
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Mohammed Alser, Jeremy Rotman, Dhrithi Deshpande, Kodi Taraszka, Huwenbo
Shi, Pelin Icer Baykal, Harry Taegyun Yang, Victor Xue, Sergey Knyazev, Benjamin D. 
Singer, Brunilda Balliu, David Koslicki, Pavel Skums, Alex Zelikovsky,
Can Alkan, Onur Mutlu, Serghei Mangul
"Technology dictates algorithms: Recent developments in read alignment" 
Genome Biology, 2021
[Source code]

In-depth analysis of 107 read mappers (1988-2020)

https://arxiv.org/abs/2003.00110
https://github.com/Mangul-Lab-USC/review_technology_dictates_algorithms


Feedback From Our Community!

31https://twitter.com/mealser/status/1435223377644503040

https://twitter.com/mealser/status/1435223377644503040


More on Accelerating Genome Analysis ...
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n Mohammed Alser,
"Accelerating Genome Analysis: A Primer on an Ongoing Journey"
Talk at RECOMB 2021, Virtual, August 30, 2021.
[Slides (pptx) (pdf)]
[Talk Video (27 minutes)]
[Related Invited Paper (at IEEE Micro, 2020)]

https://www.youtube.com/watch?v=RzurItt3nNA
https://www.recomb2021.org/
https://www.youtube.com/redirect?event=video_description&redir_token=QUFFLUhqa0NLMXdWZWRKaUlhV3JEZlNaTHN0Ukp0WUctd3xBQ3Jtc0ttWGlJUEhQcDFIQ0VubjdwOGlrZnZSN1R3MGlHOUY5OTlCRmUtbFpLMkpaTXFlRFhCaENrdDRQd2E3LUJ2NTg1ekFrS01WRjlvYkxNU3VNUDV6TmhUdWliUTJpaHRjVkRmZWNzQjhjNVdjcE04a1RuWQ&q=https%3A%2F%2Fsafari.ethz.ch%2Fsafari_public_wp%2Fwp-content%2Fuploads%2FMohammedAlser-RECOMB2021-Highlights.pptx
https://www.youtube.com/redirect?event=video_description&redir_token=QUFFLUhqa0NLMXdWZWRKaUlhV3JEZlNaTHN0Ukp0WUctd3xBQ3Jtc0ttWGlJUEhQcDFIQ0VubjdwOGlrZnZSN1R3MGlHOUY5OTlCRmUtbFpLMkpaTXFlRFhCaENrdDRQd2E3LUJ2NTg1ekFrS01WRjlvYkxNU3VNUDV6TmhUdWliUTJpaHRjVkRmZWNzQjhjNVdjcE04a1RuWQ&q=https%3A%2F%2Fsafari.ethz.ch%2Fsafari_public_wp%2Fwp-content%2Fuploads%2FMohammedAlser-RECOMB2021-Highlights.pdf
https://www.youtube.com/watch?v=RzurItt3nNA
https://people.inf.ethz.ch/omutlu/pub/AcceleratingGenomeAnalysis_ieeemicro20.pdf


More on Intelligent Genome Analysis …
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n Mohammed Alser,
"Computer Architecture - Lecture 10: Intelligent Genome Analysis"
ETH Zurich, Computer Architecture Course, Fall2021, Lecture 10, Virtual, 29 October 2021.
[Slides (pptx) (pdf)]
[Talk Video (3 hour 2 minutes, including Q&A)]
[Related Invited Paper (at IEEE Micro, 2020)]

https://www.youtube.com/watch?v=tm-IRYa14qs
https://safari.ethz.ch/architecture/fall2021/lib/exe/fetch.php?media=alser-comparch-fall2021-lecture10-intelligent-genome-analysis-afterlecture.pptx
https://safari.ethz.ch/architecture/fall2021/lib/exe/fetch.php?media=alser-comparch-fall2021-lecture10-intelligent-genome-analysis-afterlecture.pdf
https://www.youtube.com/watch?v=tm-IRYa14qs
https://people.inf.ethz.ch/omutlu/pub/AcceleratingGenomeAnalysis_ieeemicro20.pdf


More on Intelligent Genome Analysis …
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n Mohammed Alser,
"Computer Architecture - Lecture 8: Intelligent Genome Analysis"
ETH Zurich, Computer Architecture Course, Lecture 8, Virtual, 15 October 2021.
[Slides (pptx) (pdf)]
[Talk Video (2 hour 54 minutes, including Q&A)]
[Related Invited Paper (at IEEE Micro, 2020)]

https://www.youtube.com/watch?v=ygmQpdDTL7o
https://www.youtube.com/redirect?event=video_description&redir_token=QUFFLUhqbTBEWks1NUZ6cWVnbTVWdC1qRW0tY3paUkdjUXxBQ3Jtc0trd25qZHpmdC1nSGtkQnFjeWI1Wi1pTm5wQzBEbEdEZ05IaFdfRlN3U1h6QmxZUnNIR002cWthS0lWRkQwSU4xcVVtT2V0WkRRdkhrQUdlWExydTVyeHB4SXlERHZXODJGeWtiLTF2OXZCb2xkUWEwaw&q=https%3A%2F%2Fsafari.ethz.ch%2Farchitecture%2Ffall2020%2Flib%2Fexe%2Ffetch.php%3Fmedia%3Dalser-comparch-fall2020-lecture8-intelligent-genome-analysis-afterlecture.pptx
https://www.youtube.com/redirect?event=video_description&redir_token=QUFFLUhqbTBEWks1NUZ6cWVnbTVWdC1qRW0tY3paUkdjUXxBQ3Jtc0trd25qZHpmdC1nSGtkQnFjeWI1Wi1pTm5wQzBEbEdEZ05IaFdfRlN3U1h6QmxZUnNIR002cWthS0lWRkQwSU4xcVVtT2V0WkRRdkhrQUdlWExydTVyeHB4SXlERHZXODJGeWtiLTF2OXZCb2xkUWEwaw&q=https%3A%2F%2Fsafari.ethz.ch%2Farchitecture%2Ffall2020%2Flib%2Fexe%2Ffetch.php%3Fmedia%3Dalser-comparch-fall2020-lecture8-intelligent-genome-analysis-afterlecture.pdf
https://www.youtube.com/watch?v=ygmQpdDTL7o
https://people.inf.ethz.ch/omutlu/pub/AcceleratingGenomeAnalysis_ieeemicro20.pdf


More on Fast Genome Analysis …
n Onur Mutlu,

"Accelerating Genome Analysis: A Primer on an Ongoing Journey"
Invited Lecture at Technion, Virtual, 26 January 2021.
[Slides (pptx) (pdf)]
[Talk Video (1 hour 37 minutes, including Q&A)]
[Related Invited Paper (at IEEE Micro, 2020)]
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https://people.inf.ethz.ch/omutlu/pub/onur-Technion-AcceleratingGenomeAnalysis-Jan-26-2021-final.pptx
https://www.technion.ac.il/en/
https://people.inf.ethz.ch/omutlu/pub/onur-Technion-AcceleratingGenomeAnalysis-Jan-26-2021-final.pptx
https://people.inf.ethz.ch/omutlu/pub/onur-Technion-AcceleratingGenomeAnalysis-Jan-26-2021-final.pdf
https://www.youtube.com/watch?v=r7sn41lH-4A
https://people.inf.ethz.ch/omutlu/pub/AcceleratingGenomeAnalysis_ieeemicro20.pdf


Two P&S Genomics Courses
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https://www.youtube.com/playlist?list=PL5Q2soXY2Zi_U2F8yrrNPD9CjcM6CFQXv

https://www.youtube.com/playlist?list=PL5Q2soXY2Zi_U2F8yrrNPD9CjcM6CFQXv


Course Materials

37

https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=bioinformatics

https://safari.ethz.ch/projects_and_seminars/fall2021/doku.php?id=bioinformatics


Detailed Lectures on Genome Analysis
n Computer Architecture, Fall 2020, Lecture 3a

q Introduction to Genome Sequence Analysis (ETH Zürich, Fall 2020)
q https://www.youtube.com/watch?v=CrRb32v7SJc&list=PL5Q2soXY2Zi9xidyIgBxUz7

xRPS-wisBN&index=5

n Computer Architecture, Fall 2020, Lecture 8
q Intelligent Genome Analysis (ETH Zürich, Fall 2020)
q https://www.youtube.com/watch?v=ygmQpdDTL7o&list=PL5Q2soXY2Zi9xidyIgBxU

z7xRPS-wisBN&index=14

n Computer Architecture, Fall 2020, Lecture 9a
q GenASM: Approx. String Matching Accelerator (ETH Zürich, Fall 2020)
q https://www.youtube.com/watch?v=XoLpzmN-

Pas&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN&index=15 

n Accelerating Genomics Project Course, Fall 2020, Lecture 1
q Accelerating Genomics (ETH Zürich, Fall 2020)
q https://www.youtube.com/watch?v=rgjl8ZyLsAg&list=PL5Q2soXY2Zi9E2bBVAgCqL

gwiDRQDTyId
38https://www.youtube.com/onurmutlulectures

https://www.youtube.com/watch?v=CrRb32v7SJc&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN&index=5
https://www.youtube.com/watch?v=ygmQpdDTL7o&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN&index=14
https://www.youtube.com/watch?v=gR7XR-Eepcg&list=PL5Q2soXY2Zi9xidyIgBxUz7xRPS-wisBN&index=10
https://www.youtube.com/watch?v=rgjl8ZyLsAg&list=PL5Q2soXY2Zi9E2bBVAgCqLgwiDRQDTyId
https://www.youtube.com/onurmutlulectures


Prior Research on Genome Analysis (1/2)

39

n Alser + "SneakySnake: A Fast and Accurate Universal Genome Pre-
Alignment Filter for CPUs, GPUs, and FPGAs." to appear in Bioinformatics, 
2020.

n Senol Cali+, "GenASM: A High-Performance, Low-Power Approximate 
String Matching Acceleration Framework for Genome Sequence Analysis", 
MICRO 2020.

n Alser+, "Technology dictates algorithms: Recent developments in read 
alignment", to appear in Genome Biology, 2021.

n Kim+, "AirLift: A Fast and Comprehensive Technique for Translating 
Alignments between Reference Genomes", arXiv, 2020

n Alser+, “Accelerating Genome Analysis: A Primer on an Ongoing Journey”, 
IEEE Micro, 2020.

https://arxiv.org/pdf/1910.09020.pdf
https://arxiv.org/abs/2009.07692
https://arxiv.org/abs/2003.00110
https://arxiv.org/abs/1912.08735
https://arxiv.org/pdf/2008.00961.pdf


Prior Research on Genome Analysis (2/2)

40

n Firtina+, “Apollo: a sequencing-technology-independent, scalable and 
accurate assembly polishing algorithm”, Bioinformatics, 2019.

n Alser+, “Shouji: a fast and efficient pre-alignment filter for sequence 
alignment”, Bioinformatics 2019.

n Kim+, "GRIM-Filter: Fast Seed Location Filtering in DNA Read Mapping 
Using Processing-in-Memory Technologies”, BMC Genomics, 2018.

n Alser+, "GateKeeper: A New Hardware Architecture for Accelerating 
Pre-Alignment in DNA Short Read Mapping”, Bioinformatics, 2017.

n Alser+, "MAGNET: understanding and improving the accuracy of 
genome pre-alignment filtering”, IPSI Transaction, 2017.

https://academic.oup.com/bioinformatics/article-abstract/36/12/3669/5804978
https://doi.org/10.1093/bioinformatics/btz234
https://bmcgenomics.biomedcentral.com/articles/10.1186/s12864-018-4460-0
https://people.inf.ethz.ch/omutlu/pub/gatekeeper_FPGA-genome-prealignment-accelerator_bionformatics17.pdf
https://arxiv.org/pdf/1707.01631.pdf
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